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Abstract In this paper we address the problem of multi-query opti-
mization in such a distributed data-stream management sys-
We consider the problem of query optimization in dis- tem. Traditional centralized databases consider permuta-
tributed stream based systems where multiple continuougtions of join-orders in order to compute an optimal execu-
gueries may be executing simultaneously. In such systemsgjon plan for a single query [9]. The same problem is ad-
distribution adds degrees of freedom to an already com- dressed by networked-databases, while taking into consid-
plex optimization problem. Thousands of network nodeseration communication costs over a relatively small set of
may need to be considered for operator placements in or-nodes [8]. Centralized stream based systems consider the
der to support in-network processing - clearly overwhelm- problem of optimization for multiple queries, rather than
ing even from the perspective of distributed query optimiza- just a single query, while trying to minimize processing
tion. Added to this complexity is the potential for signifi- costs at a single central node [3]. While the above problems
cant savings by combining query plans in order to re-use are sufficiently challenging in themselves, and have gen-
the stream of intermediate results. These issues force us t@rated a good deal of attention from researchers, the para-
develop new techniques for query optimization. We presentdigm of in-network processing adds a whole new dimension
a formal definition of the multi-query optimization problem to the problem - network placement of operators. All the

in such systems and propose some initial directions. above factors join-reordering multi-query optimization
andcommunication and processing overheadsv need to
1. Introduction be addressed, while keeping in mind the actual placement of

operators, sources and sinks over a network that could span

In recent years an important class of data-intensive ap-yhqysands of nodes and whose characteristics could be con-
plications has emerged. These applications require contin-gianty changing with time. In fact, all these considerations

uous queries deployed over multiple geographically distrib- 5re interacting: for example, the best join order might be

uted high-volume data-streams to be processed in real timeygtermined by communication costs and re-use of existing
Examples include internet-enabled sourcing and Procure-gperators in the system.

ment tools like TraderBot, financial applications like stock-
tickers, applications focused on enterprise-wide inventory .
management using RFID tags, the distributed event-based™" An lllustrative Example
operational information systems used by large corporations |n this section, we use an example network and sample
and remote collaborations where scientists share and anaeontinuous queries to better illustrate the optimization op-
lyze massive streams of data. portunities that may be available in a distributed data stream
In such distributed data-stream systems, it is often too system. Consider a distributed stream management system
expensive to evaluate a continual query at a single centraloperating over a networkl shown in Figure 1. Let A, B
node for a number of reasons, especially the high commu-and C represent sources of data-streams and ndtié¢s
nication cost of transporting raw streams to the central nodebe available for in-network processing. Each line in the dia-
and the resulting processing overload at the node. Insteadgram represents a physical network link. Let us also assume
performing distributed processing of stream queries usingthat we have with us estimates of the expected data-rates of
techniques like in-network processing [2] and filtering [10] the stream sources and the selectivities of their various at-
atthe source minimizes the communication overhead on thetributes, perhaps gathered from historical observations of
system and helps spread processing load, significantly im-the stream-data. Consider the following queries to be de-
proving performance. However, in this paradigm we must ployed on the system:
revisit query optimization techniques to ensure the highestQ1: SELECT *+ FROM A,B,C WHERE FAFpAFc

performance. Q2: SELECT * FROM A,B WHERE s4AFgz
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Figure 2. Execution Plans

whereFgs represents a filter predicate on stre8nAssume shown in Figure 2 it is possible to re-use operatorB
that the joins A<C and A<B are data-decreasing while join  for both queries, thereby saving bandwidth and processing
AxB<C is data-increasing. The possible execution plans costs, since communication costs for transporting input data
for the queries Q1 and Q2 are depicted in Figure 2. Assumeand processing costs for computing the join will be incurred
that, with respect to the size of the intermediate results gen-only once. Thus, in spite of Q1-Plan2 being a sub-optimal
erated, Q1 - Planl, shown in Figure 2(a), is the optimal exe-plan for query Q1 in terms of the size of intermediate re-
cution plan for Q1 and Q2 - Plan1, shown in Figure 2(d), is sults, the combination of Q1-Plan2 and Q2-Plan1 might re-
the optimal execution plan for Q2. Consider the following sult in a lower cost deployment overall. Generalizing, we
scenarios: conclude sub-optimal plans may have to be considered

1. Unique Operators: Assume that the sinks for Q1 are 3. Operator Duplication: Now consider a third query Q3
located at botfBink1 andSink5 and that for query Q2 gjyen by:

is located aBink3 . An optimal choice of execution plans,

in this case, is likely to be one that minimizes the amount Q3: SELECT * FROM A,C WHERE 4AFc

of data communicated across the network, by placing data-Suppose that the sinks for query Q1 are locatefiak1
increasing operators close to the sink and data-decreasingndSink5 and that for query Q3 is located &ink4 . In
operators close to the source. For example, a possiblehis scenario, although we may use Q1-Planl for query Q1,
choice of plan for Q1 would be plan Q1-Planl, with the we may want to duplicate operator4AC placing one such
data-decreasing operator<#£C placed at nod&l1 and and operator at nodeBl1 (used by Q1) andN4 (used by Q3)

the data-increasing operator<#C<B placed at nodéN3. rather than re-use a single copy. This is because ‘re-use’
Similarly, a possible choice for Q2 may be plan Q2-Planl may mean that large intermediate results need to be trans-
with the data-decreasing operatoxB placed at the node  ported over long network distances between operators/sink.
N5. Thus the choice of an optimal execution plan involves Generalizing, we conclude that, although the same opera-
an appropriate selection of operator order(query plan) astor may be used by multiple queriesetwork placement
well as operator placement. Generalizing, we may concludedecides between duplication and re-use

that optimality qf plans must take into account both the 4 Delayed Filtering: Say the sink for Q1 is located at
query plan and its actual network placement. Sinkl and that of Q2 aSink2 . If the filter predicates

2. Operator Re-use:Now suppose that the sink for Q2 is on streams A and B in query Q1 and Q2 differentbut
located at nod&ink2 instead. If we use plan Q1-Plan2 not very selective in either case, it may be better to perform



delayed filtering after the A<B operation, allowing us to Let Q represent a single continuous query andRet
re-use the AB operator which would not be possible oth- = {p%,...p 2} represent the set of all execution plans
erwise. Thus, depending upon the queries currently executfor queryQ. Each pIarpin can be represented as a directed
ing in the system and the network placement of sources andacyclic graprG(VQ, E Q) where

sinks it ispossible that placing filters further downstream J J

from the source minimizes cost Ve
2=V s VS rar Ve
The purpose of the above example is to illustrate that, ! ources U Noperators UV
in a distributed stream management system where multi- V@ s the set of stream sources for a particular

ple queries may be executing simultaneously, optimal plan gatafiow graph and each source has a static association with
selection and operator placement are largely determined by, yertex in graph N. Each source verte® has an associ-

the following factors - current workload of queries, network ateddata-flow ratex(v @) at which it produces data®

H i "sink
placement of o'p'erators, sources and smks. and 'nd'v'd,ualis a singleton set that represents the sink for the results of
operator selectivity. Plans that may be optimal for a sin-

) : the queryQand it also has a static association with a vertex
gle query may not result in an optimal deployment overall.

L : o ) in graph N.Vf;i)mtm is the set of operators that can be dy-
Thus it is necessary to consideombination of executpn namically associated with any vertex in graph N. Each op-
pIansandactgaI placem_ent of opfarators, sources and sinks erator vertex @ is characterized by selectivity-factop?,

The remamder of this paper is o.rggnlz'ed as follows - & hich is defined as the average ratio of the data-flow rate of
formal description of the query optimization problem and he oytput stream to that of the product of input data-flow
our cost-benefit model for such optimizations is presented 5¢0q The ahove definition of an operator treats the transfor-
in Section 3. In Section 4 we describe some initial solutions .\ ~+ions within an operator as a black-box. This makes our
that have a strong analytical footing and conceptually blur ., 4o independent of the specific technique (such as win-

the divide between networking and databases. A prelimi- y5.ved joins or symmetric hash joins) utilized at the opera-

nary evaluation is presented in Section 5. tor. The data-flow rata(e < ) associated with each edge

Juw
Q Q Q i
e ., between operatoss;, andv 7 is the rate at which the

source vertexszu produces data. For edges between opera-
tor vertices, this equals the product of all incoming stream

cor\ﬁﬁSSSSdj;:ihees?Egtrﬁwc;pukrgze?(i%:t?rzobslierrr?ull?arnn;gltjgleinrates and theelectivity-factorof the operator deployed at
9 y 9 Y Nihe origin of the edge. Hence given data-flow rates at the

a Q|_str|buted stream management system._ Our prot?lem de'stream—sourcesthe data-flow rate associated with any edge
finition addresses the continual query equivalent of ‘select-

. o X ) from/to an operator vertex can be calculated using:
project-join’ queries. We assume that potentiadpy op- P 9

3. Problem Definition

erator can be deployed ahy node in the system. Given Q Q Q

: : . Ale; = X Ale;
a query, there could possibly be multiple execution plans (&fun) =02 QH o ( J’““)
that the system could follow to produce results. We assume €/%ucE;

that all such plans are equivalent, i.e., all plans produce the
same result tuples. Note that it is possible, depending upon We define thedeploymenbf a query plarpj‘t2 over the
the technique used for join operations, that a different order- networkN to be a mappingﬁ(p]@,N) , which assigns each
ing of operators may produce different results. However, S\ ertexv® e V€ to a network node,, €V,. Thus, M im-
uslually applica_ble in streallm-basid systir_ns where we Oft_enblies a égrres]ponding mapping of eldgesl/in Gto 'edges in N,
rely on approximate results, such a working assumption is Q Q Q
acgeptabﬁ)g as long as the variation is smaII.g P such that each edge;,,, between operatore,, andv

is mapped to the network edges along the lowest cost path
between the network nodes to Whitz@?u andvinw are as-

signed. Thus, for each® € V?we haveM(v ) €V, and

We define the underlying infrastructure as follows: Let Similarly for eache?, € E?we haveM(e?,,) CE,
N(V,.E ,,) represent a physical network where vertivgs
represent the set of actual physical nodes Bpdthe set ~ 3.2. Utility Model: Cost-Benefit Trade-Offs
of network connections between the nodes. We further as-
sociate each edge,; with an application-dependent cost In a distributed data-stream system where communica-
function ®.(e ,,;) that represents the communication cost tion and processing costs are high and incurred continu-
(per byte) associated with sending data along the corre-ously, a query execution plan should try to achieve an op-
sponding network link. Also, we represent the processing timum over two conflicting objective functions - one that
cost associated with each vertex; by ®,(v ;) . tries to minimize the costs incurred and another that tries to

3.1. System Definition



minimize response time (e.g., source to sink data latency).3.3. Optimization Problems

The two objective functions may be conflicting, since it is

possible that lower delay paths have higher costs associ- We now define the query-optimization problem for

ated with them. We deal with this conflict by combining queries to be deployed on a netwadik

both objectives into a single utility function, which we try Single Query-Optimization Problem: Given a queryQ

to maximize. It is also possible to define a constraint on and a networkN on which the query is to be deployed,

one objective while minimizing the other, but we leave this find a query plarpiQ and a deploymeml(p?,N) such that

alternative for future work. Unet(Q, M(p ¢,N)) is maximum over all possible plans
We model our system using an application-provided for queryQand all possible deployments of such plans over

utility-function that is based on the notion that attributes N, m

such as response-time and user-priority have an associated The incremental query optimization problem is to find an

benefit The system then tries to find a mappikg for optimal deployment for a query, given a set of base stream

queryQthat maximizes theet-utility Uy, (Q, My,), which  sources and a set of query deployments already executing

is defined as the difference between the benefit achievedyn the system, by taking into consideration operator re-use.

(U(Q, Mg)) and the cost incurred in order to achieve that This problem is similar to that of computing optimal query

benefit ("otalCost(My)). The two components of net- plans in database systems while utilizing existing material-

utility, U, are expressed in terms of some unit of value ized views [6].

(e.g. dollars). Next, we define the cost function used by our |ncremental Query-Optimization Problem: Given a

utility model. queryQto be deployed over a netwol and a set of ex-
isting deployment® = {D,,...,.D .}, find a query plan
3.2.1 Cost Model p% and a deploymenti(p?,N) for Qsuch thatU,,.,(Q,

Associated with each mapping is a cost per unit time M(P?N)) is maximum over all possible plans for query
specified by a cost functiofotalCost . This function ~ Qand all possible deployments of such plans dvell
TotalCost , represents the total amount of processing and 1€ multi-query optimization problem is to find map-

communication resources expended to execute the query uégings fgr a set of qu_eri'es "?‘t the same time. )
ing the specified mapping. Thus Multi Query-Optimization Problem: Given a set

of queriesQ = {Q,...,.Q 71}, we need to find a set
TotalCost(M) = Cost ¢c(M) + Cost p(M) of plansP = {p@',...,p 2} and a corresponding set

We define the communication cost for mappird of mappings M = {MEF),..M(p @)} for each
Cost (M) as the sum of the cost of data-flow along the kaJg P such that thenet-utility of all the mappings

network edges mapped to the edges in the data flow graph:ZM(ij)eM Unet(Q;, M (p@)) is maximum over all pos-

Cost ¢(M) = Z ®.(M( e]%w)) % \( e?uw) siblesets of plansnd all possibleets of mappingdl

e® cE? .
J 4. Overview of the Approach

For example, consider a cost functidrthat depends on the
bandwidth consumed. If Verticeéj?u a”dV]Qu; are the end- Traditional query optimizers use some form of exhaus-
points of edgee?uw, and are assigned to vertices, and tive search over the plan space, using statistics-based cost
V.. fespectively of the network graph N, then the cost cor- estimates. Exhaustive search is infeasible for optimizing
responding to edge?w is proportional to the bandwidth  distributed stream queries in a large network. In the sin-
consumed along the shortest path between the vertiges  gle and incremental case, the optimizer must consider all
andv . combinations of query plans and possible deployments. In

We define the processing cost for mappirig the multi query case, the optimizer must also look at all
Cost ,(M) as the sum of the processing costs at each of possible combinations of queries. We have developed two
the physical nodes to which the vertices of the execution approximate approaches for query optimization. Both use

plan are mapped. Therefore, a hierarchical organization of the network nodes. We now
0 briefly describe this organization, and both approaches. Due
Cost p(M) = Z 2,p(M(v;,) to space constraints, more details are presented in [11].
VQ eVQ
Ju J

4.1. Scalability Using Network Partitions
If an operatorvj% deployed on a physical node,;, or a

data flow edge:‘i2 between two nodes, is used by multiple We partition the nodes in the network into a hierarchy,

Juv

gueries, we only count the cost once. with nodes clustered based on a parameter sudhtes



node traversal costEach cluster has a maximum cluster- t-1 which then repeats this process using the sub-query as-
size,max;;.. that is pre-defined. These nodes are organizedsigned to it. This process continues until level 1 at which
into a hierarchy as follows: Beginning at the lowest level, all operators are assigned to actual physical nodes. Multi-
nodes are organized into clusters, whose size is limited byquery optimization is performed by applying the top-down
the parametemax;... Each node within a cluster is aware approach to a single consolidated query plan. The hierarchi-
of the inter-node cost between every pair of nodes in the cal structure, the progressive partitioning of operators and
cluster. A single node from each cluster is then selectedthe limited size of partitions ensure that there are few plans
as thecoordinator node for that cluster and promoted to and nodes at each level, minimizing the expense of the ex-
the next level. This process of clustering and partitioning haustive mapping.

continues untiLevel Nwhere we have just a single cluster.
Such an organization provides us with both locality infor-

: ) . : . 5. Experiments
mation and network information at different granularities. P

4.2. The Bottom-Up Approach In th.IS sectlor), we present expgnments that corrobora_te
our claim that significant cost savings can be achieved in

The Bottom-U h. ai d t of distributed data stream systems through optimization tech-
€ bollom-./papproach, given a quety and a set o nigues that exploit both network placement of sources, sinks

soqries, fltn?js the optm\;\;al thJJery pl?rr: :;md Its (;eplloymgznt "Nand operators and re-use of existing operators, besides con-
an integrated manner. Ye observe thal every deploye Oper'idering the size of intermediate results.

ator and sink is a new stream source for the data computeciS . : .
Our experiments are based on simulations over 128-node

byits underlying query. We refer to these streamsai/ed and 64-node transit stub topologies generated using the GT-
streamsand the basic stream sourcedase streamsEach . . S
ITM internetwork topology generator [16]. Links inside

gfrggjxsaga:?;;?ﬁhn;saljfégrfl a:lrl] biffsf;:egnazr?:;j;ee”r\ée(?a stub domain are 100Mbps and other links are 622Mbps
ying ' 9 resembling OC-12 lines. Our synthetic workload of 100

istered at their sink. When a new quéparrives at a sink, . .
the coordinator is informed. The coordinator then decom- queries was generated using a random workload generator.
) Each query contained 2-5 join operators and sink place-

poses the query into subqueries that can be answered by Iofnents were also generated by the workload generator. A
cally and remotely available streams. An exhaustive search_. ~ = - . : ’
is used to plan the execution of the local subquery. The rE!_S|mpln‘|e_d utility calculation moo_lel was used in the experi-
mote subquery is passed up to the next level coordinator,ments it assum.eq egyal benefit for all the deployed queres
who similarly decomposes it. This process continues up theand therefore minimizing the deployed cost was our aim.
hierarchy until all the necessary streams have been found,
By limiting exhaustive searches to only sub-queries that can>-1- COSt of Network-Aware Query Plans
be composed in a single partition, the bottom-up approach
is able to bound the search-space. By considering plans that In our first experiment, we studied the effect of network-
are composed using both derived and base sources, the coofware query plans on the total cost of the system using a
dinator takes into account re-usability of existing operators 64-node network and 5 stream sources. For each query,
when deploying queries incrementally. Coordinators han- we calculated the total cost of deployments generated by
dle multi-query optimization by materializing consolidated a phased approach that first chooses an execution plan with
optimal plans for intersecting portions of multiple queries. the least size of intermediate results and then computes an
optimal deployment of the operators. We compared this to-
4.3. The Top-Down Approach tal cost with the total cost of deployments generated using
the bottom-up approach. Figure 3 shows the total cost (cu-
k- mulative) per unit time (since the queries are long-running
fcontinuous queries) over 100 queries. It is evident that an
integrated approach to deployment decreases the total de-
ployment cost of the system by more than 50%. This can
be attributed to the ability of such plans to exploit network
knowledge, and re-use existing operators.

TheTop-Downapproach bounds sub-optimality by mal
ing deployment decisions using bounded approximations o
the underlying network; specifically, each coordinator’s es-
timate of the distance between its cluster and other clusters
The approach works as follows: The query Q is submitted
to the top-level (level t) coordinator. The coordinator then
chooses an optimal deployment at that level through an ex- ]
haustive search on its bounded underlying cluster while tak-2-2- Evaluation of the Deployment Approaches
ing into consideration operator re-use. An assignment of
operators to nodes essentially partitions the query plan into  In this section we experimentally demonstrate that the
a number of views, each allocated to a single node at levelsub-optimality resulting from the approximations of the
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Figure 3. Cost of deploying database plans ver- Figure 4. Cost comparison of Top-Down and
sus network-aware plans Bottom-Up approaches with exhaustive search

Bottom-Up and Top-Down approaches is not huge. The ex-mulations and further optimization opportunities achievable
periment was conducted on a 128 node topology with 10 through delayed filtering and query containment.
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